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Part 0: Get QGIS
You can download QGIS at the QGIS project website, which can be found here:
https://www.qgis.org/en/site/forusers/download.html
This page typically has a lot of options to choose from. You will want the “Standalone installer” that is “most stable.” This, if you are on the QGIS homepage, it is saying “new release available!” You do not necessarily want this, because it hasn’t been adequately de-bugged. As of 1/20/2022, the most stable version is 3.16, but this will vary in the future.

PART 1: ANALYSIS OF LYNCHINGS

IMPORTANT: Below you will be required to make histograms and maps. Please include your initials in your titles.

Additional Note: You are analyzing real words data in this exercise. As such, the patterns you are observing are noisy; put another way, there is an underlying pattern to the data below, but general randomness in the data does partially muddle this pattern. The questions below aim to push you in the right direction.   

Final note: Please feel free to choose any statistical package of your liking. 

Part 1A. Temporal Analysis of Lynchings (Excel, Google Sheets, or statistical package of your choosing)
First, extract the compressed files (if necessary) and put them in your folder of choice.
You will start going to start doing basic data analysis. Within “southern_lynching,” open the HAL_1860_census.csv file using Microsoft Excel or by importing it to Google Sheets (I recommend Google Sheets, as some versions of Excel do not allow for histograms).
The file is a modified version of data from the Historical American Lynching (HAL) project combined with census data from 1860. Each row represents a lynching, and each column describes characteristics of the lynching incident or of the county where the lynching took place. The HAL database is geographically restricted, as you will see in the next exercise.
An important tool to know how to work with is “Sort,” which can be found under the “Data” menu. You can use the “Sort” feature to answer the following questions (footnote, there are other ways to do this as well)
1) What states are included in the dataset? (3 points)
If you have comfort with functions, you might also consider the “COUNTIF” function for question 2. 
2) How many lynchings occurred in the dataset? Of blacks? Of whites? (3 points)

Next, you are going to run a quick temporal analysis of lynchings. Often times in research, we think that there is a temporal pattern to our data. We might think that violence follows an interesting pattern year-to-year. For example, you might think that there are more lychings in election years as a means to suppress voters. Alternatively, you might think that lynchings exhibit patterns tied to the calendar year. For example, you might think that there will be fewer lynchings in fall months because the agrarian southern economy was busy harvesting.

You will be creating well-labeled histograms (title, axes labels, your initials, etc) of either (a) the number of lynchings that occurred or (b) the density of the number of lynchings that occurred. 
3) Create a histogram of the number or density of black lynchings that occurred each year. (5 points)
a. Note- your version of Excel may not have the feature to create histograms. If this is not offered to you as a default chart type, you can either (a) try to update your system, which I do not recommend, or (b) switch over to google sheets.

4) Create a histogram of the number or density of black lynchings that occurred each month (in other words, how many occurred in January across years, how many in February across years, etc). (5 points)

5) For the second graph (monthly), which months had the greatest number of black lynchings? Is there a seasonality to this? Describe this pattern. Does this pattern also exists for lynchings of whites? (5 points)

6) One explanation for why lynchings occurred is that these are “crimes of passion,” where, for idiosyncratic or random reasons, lynch mobs formed to attack and kill blacks. If lynchings were completely random, what would you expect the Monthly Histogram to look like? Does the Monthly Histogram look like this? (7 points)

Part 1B. Spatial Analysis of Lynchings (QGIS)
Note: Unfortunately, all GIS software are fairly unforgiving. The questions below are meant to be done in order with strict adherence to what is described. Do your best to follow the instructions! If you get completely stuck at a certain point, it may be best to delete the work that you have done and re-start from the beginning.

Next, you will be examining the spatial distribution of lynching violence. Often times in research, we theorize that things that are causally related are likely co-located in space. One great way to test for this is by mapping out where things happen. For example, if we think that port counties had different racial dynamics than rural counties, then mapping is a simple way to see this variation. 
Open QGIS. There may be an “QGIS” command box prompting you to open an existing map- do not do this. Rather, hit cancel.
You will now add data to your map. You can do this by clicking Layer\Add Layer\Add Vector Layer. Then click on the “Browser” option on the left menu and find your files. Access the folder you created with extracted files.You will add southern_1860_census.shp and HAL_for_GIS.csv. You can add the files by clicking the “Add selected layers” icon. It may prompt you to run a coordinate projection conversion---just click “OK.” southern_1860_census.shp should come up as a map that looks like a portion of the Southern United States. HAL_for_GIS.csv should not visualize. 

You are now going to create two visualizations. Right-click on the southern_1860_census file in the Table of Contents and open the “Attributes Table.” This should look a bit like your excel file- this is the data that is associated with each county in the shapefile. Note that this table contains no violence data.

It is often helpful to be able to select parts of your data. In the Attributes Table, find the small yellow-orange box with an ornate “E” that, when you hover over it says “Select Features Using an Expression”. Click on this, then open the “Fields and Values” option.Once the box is open, you are going to create a condition to tell ArcGIS which data you would like to select. Double click on “STATENAM,” click on the “=” button, then click on “All Unique,” and then double click on ‘Alabama.’ You should have the expression ““STATENAM” = ‘Alabama’” in the “Expression” box. Finally, select “Select features.” 

7) Close the “Select by Expression” box- describe what you see (2 points).
Next, we are going to create a copy of the shapefile that we will be working with. This is an extremely good practice to abide by- very often something happens to the shapefile you are working with and you want to have the original as a backup.

At this point, just to be safe, please save your ArcMap Document by selecting Project\Save.

Now we are going to copy a feature. Copying is one of the basic tools that QGIS can do, and this exercise will show you how this will be helpful. Right-click on the “southern_1860_census” layer, go to “Export/Save Feature As.” This will open up a command box with entries for you to fill in. For “Format,” make sure your file is an ESRI Shapefile. For “File Name,” enter “cf_01”, and click on the “…” button to the right to designate the file path.[footnoteRef:1] Finally, check the “Save only selected features” box, and hit “Ok.”  [1:  I am flagging this issue because it is both very important, and very easy to forget, especially in part 2 and for the final project.] 


8) In the Layers box, uncheck the southern_1860_census to only see “cf_01.” Take a screenshot, attach a cropped .jpg of your visualization to the problem set answer sheet, and describe precisely what happened here. (5 points)

As you can see, cf_01 is a copy, but only of Alabama. Time to troubleshoot. I asked that you copy the entire southern_1860_census file. Recall what you did before Q7 (selecting Alabama counties); it seems like you may have some problems copying the shapefile due to your prior selection (if you like, you can visualize the “southern_1860_census” feature to confirm this, but then you should turn it off). Google “qgis save selected features as new layer?” Based on what you read, go through the process above to create “cf_02,” a complete copy of southern_1860_census.

[bookmark: _Hlk16693273]Note- in many cases, you will find yourself struggling to accomplish what you might perceive as a simple task.This happens to me all the time. Googling what you are trying to do is always a good idea.

[bookmark: _Hlk16753103]A nice feature of QGIS is that it can be used to append data tables to existing shapefiles. Right click on the HAL_for_GIS.csv in the “Layers” box, click “Open Attribute Table,” and examine what is inside. This is the lynching data. The st_county variable is a unique identifier that you will be able to match with the st_county variable that exists in cf_02 (your census files). By adding this table to your cf_02 shapefiles, you are georeferencing your lynching data, which means that you will be able to map the lynching data. Be sure to close the HAL_for_GIS.csv data viewer.

Please google “how to join in QGIS,” and how to use the function. Once you figure it out, right click on cf_02 then follow the commands to execute the Join. You are merging the cf_02 and HAL_for_GIS.csv based on the variable st_county.

9) Take a screenshot of your joined data. (5 points)

At this point, just to be safe, please save your Document.

After you have joined the document, you need to make sure that your joined data is in the right format. While a thorough discussion of how computers store data is beyond the scope of this class, for now, here is what you need to know: it is possible that your joined data (from HAL_for_GIS) is saved as a “string,” which is a non-numeric data type. This can be true even if you look at your data and it looks like numbers. This is relevant for our purposes because if the data are a string, then the computer can’t say, for example, that 487 is greater than 2. So, to use the HAL data, we want to be working with numeric data, which means we may need to convert our “string” data to a numeric format. 

First, let’s see if this is necessary. You can find this out by right-clicking on the cf_02 layer, clicking on properties, then going to the “Source Fields” tab. Your joined data should be listed at the end (and have a name like “HAL_for_GIS_lynching.” Look at the “Type name” column to see if these are “String” or “Real.” Note, some of your data should be listed as “String,” like the st_county variable which is a combination of the state and county (which should not be a number because these are words). However, for data like “lynchings” or “blacklynchings,” you will want to convert these.  If they are already “Real,” you can skip the next step. If they are “String,” you need to do the following:

(a)  Within the Source Field tab, above your data is a small button that is the “Field calculator.” Click this. 
(b) Make sure “Create a new field” is checked, 
(c) Type in a reasonable title into the “Output field name,”
(d) Make sure that “Output field type” is a “Whole number (integer),”
(e) In the “Expression box” type in “toreal(“yourdata”)”  where “yourdata” is the name of the variable that you want to convert (do not include quotation marks), 
(f) Hit “okay” and review your data (close the layer properties and go into the attributes table. You should see a new data column that, other than the new title, looks just like your old data table. 
(g) Repeat for all other types of lynchings. 

Next, you are going to create a series of map visualizations. Before doing anything, add the “OpenStreetMap” basemap. Find the “Browser” window, and scroll down to the XYZ Tiles. Open this, and double click on the “OpenStreetMap” add-in. This will give you a map of the United States. Note, this may cover your cf_02 map; if this is the case, within the layers window, drag-and-drop to designate which layers appear on top. Move the cf_02 layer to be above OpenStreetMap.

Right click on “cf_02” and select “Properties.” Choose the “Symbology” tab. Click on the first drop down menu to select “Graduated.” Under “Column,” select “TOT_POP.” Click on “Classify,” then “Apply” and look at your map. You should see some variation in how your map is colored with respect to population. Play around with this a bit – manipulate Mode and Classes, to eventually get a map that displays the population data effectively.

What can this tool tell us about lynchings in the South? You will now create a series of maps. Remember what Stacy/Lindsay taught you about creating effective maps. These maps should have a title, table of contents, and your initials.


10) Create four maps. First, make a map of the number of slaves per county. Second, make a map of the quantity of cotton produced per county. Third, make a map of the number of lynchings per county. Forth, make map of the levels of manufacturing and production per county. Include these maps in your assignment. Please do include your initials. Which maps are most similar? Most different? (this may not be immediately clear based on your selected mode/classes – play with this a bit). (30 points)

11) Using your maps, which city had more black lynchings occur in the immediate proximity: Montgomery AB or Savanah GA? (5 points)

Part 1c. More Detailed Temporal Analysis (Excel/Google Sheets)
We are going to examine the monthly seasonality pattern in more depth. 
Return to your Google/Excel file HAL_1860_census.csv. Given the information from mapping, we are going to examine the relationship between cotton production and lynchings.
Create a new variable in excel called “Cotton Share.” Have this variable equal the amount of cotton produced (cotton_val) divided by the total amount of agricultural goods (agr_value) and manufactured goods (man_prod_1).  Your final value should equal (cotton_val)/(agr_value+man_prod_1).

12) Using Excel or Google Sheets, create a monthly histogram of black lynchings for counties where “Cotton Share” is less than ¼ and a histogram where Cotton Share is greater than ¼. Please do include your initials. (10 points)

13) In A Festival of Violence by Tolnay and Beck, two hypotheses are put forward regarding seasonality in black lynchings. First is that criminal behavior peaks in Summer months due to more frequent interaction between parties that are potentially at odds. Second is that cotton production in the South largely occurs between mid-July and September, leading to economic competition between poor whites and blacks and an increased value to “whitecapping” (driving blacks off their land). Consider your data, especially from (12). Is their support for either of these hypotheses? Does the data seem to support one hypothesis over the other? (10 points)

14) Think of some other questions you would like to ask regarding the prevalence of lynching. Describe the hypothesis and propose a way of testing it (i.e. what data would be needed, would you look for correlation, what visualizations would be helpful, etc). (40 points)
[bookmark: _GoBack]
